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SOS: Introducing Shared Overrun Servers to
Improve Probabilistic Scheduling
Sims Hill Osborne

Dept. of Computer Science, University of North Carolina, Chapel Hill, North Carolina, U.S.A.
shosborn@cs.unc.edu
an abstraction between a scheduler and the work to be
scheduled. Rather than scheduling work directly, servers
are allocated processor time which can be used to accomplish work. Previous works have considered servers in a
probabilistic context, but we believe we are the first to use
servers to allow budget-sharing across tasks and cores. Our
method has similarities to slack reclamation algorithms
such as BACKSLASH [7], but adds probabilistic analysis.
In our method, a task system is partitioned into subsystems, each with a unique SOS. The ability to complete a
job that overruns its own PET is dependent only on the
parameters of the subsystem’s SOS and the behavior of
other jobs within the subsystem. SOSes are a compromise
between the pessimistic view that any job that takes too
long to execute will miss its deadline and the impracticality
of considering every possible scheduling interaction.
One goal of the partitioning process is to have only
tasks with statistically independent execution times share
an SOS. We thereby can avoid the assumption that all
tasks are independent; we require only that some tasks be
independent. Here we only touch on the problem, but the
search for an effective partitioning algorithm will be the
centerpiece of future work.
Contribution and Organization. In this paper, we
introduce SOSes. In doing so, we lay foundations for
addressing two challenges recently identified by Davis and
Cucu-Grosjean [4]: developing methods for problems of a
practical size and handling cross-task dependencies.
The remainder of this paper is organized as follows.
In Sec. II, we define our task and platform model and
provide an overview of probabilistic scheduling. In Sec. III,
we outline the rules governing SOSes, our scheduling
method, and give a simple example. In Sec. IV, we discuss
complications that may arise in real systems. In Sec. V, we
conclude and give directions for future work.

Abstract—Probabilistic schedulers are needed in realtime scheduling when worst-case execution times (WCETs)
cannot be determined, but such schedulers frequently face
tractability issues or rely on the assumption that all tasks have
independent execution times. To mitigate these problems,
Shared Overrun Servers (SOSes) are introduced. SOSes
execute portions of jobs that cannot be completed within a
job’s own budget, allowing jobs to share budget, even across
cores. SOSes can be probabilistically analysed. Probabilistic
properties and an example are given. The effects of complexities likely to arise in real systems are discussed.
Index Terms—real-time systems, probabilistic scheduling

I. I NTRODUCTION
Traditional hard real-time schedulers guarantee that no
deadline will ever be missed. Such guarantees rely on the
assumption that worst-case execution times (WCETs) for
individual tasks can be safely bounded. However, this assumption is unrealistic, particularly for multi-core systems.
An alternative approach is to use probabilistic schedulers
that model task costs as random variables and guarantee
that deadline misses are improbable. The inspiration behind
many probabilistic schemes is that one job having an
unexpectedly long execution time will not always cause a
deadline miss, and that if one job exceeding its provisioned
execution time (PET) is rare, then multiple jobs doing so
within a short time frame should be rarer still.
Unfortunately, analyzing how the runtime of every job
can affect the scheduling of every other job can have
combinatorial complexity. If probabilistic dependencies are
considered—e.g. one job exceeding its PET makes it more
likely that other jobs will do the same—the problem
becomes even worse. With that in mind, we propose Shared
Overrun Servers (SOSes) to address the question of how
the runtime of one job can affect the scheduling of others
without creating an intractable problem.
Shared Overrun Servers. SOSes schedule portions of
jobs that fail to complete within the job’s own PET; when
a real-time job overruns its own budget, it can use the
budget of an SOS job to continue executing. Like many
well-known servers designed to schedule aperiodic work,
such as the Constant Utilization Server [6], SOSes are

II. BACKGROUND
In this section we give a brief overview of the motivations behind probabilistic scheduling and define our task
and platform model.
Probabilistic scheduling motivation. Probabilistic
schedulers are motivated by the difficulties of determining
WCETs and the fact that even in many safety-critical
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1

true WCET, there will be a point in the distribution with
probability 1.0. For example,

systems, guaranteeing that no task will ever miss a deadline
may not be necessary. For multi-core architectures, there
does not exist any means of WCET determination that
is sound and scalable [9]. Only 34% of respondents to a
2020 survey on industrial real-time practices reported using
static analysis—the only method capable of giving absolute
guarantees—to estimate WCETs. In the same survey, 45%
of respondents reported that even the most time-critical
functions within their systems could miss some deadlines
[1]. If schedules are built to guarantee no deadline misses
even when some misses are acceptable, then some schedulable systems will be rejected as unschedulable.
Space restraints prevent us from highlighting individual
works on probabilistic scheduling, but the recent survey by
Davis and Cucu-Grosjean [4] gives a comprehensive summary of related work on probabilistic scheduling, including
on the use of servers.
Task model. We consider a system τ consisting of
n periodic tasks. Each task τi = (Ci , Ti , Pi ) is defined
by a random variable Ci for possible execution costs, its
period, Ti , and an acceptable deadline miss probability Pi .
The latter two parameters require only a brief explanation,
given in the following paragraph. The cost parameter is
more complex and is discussed further down.
Every task releases an unlimited number of jobs. Job
releases of τi are separated by least Ti units of time and
have a relative deadline of Ti . Ti and Pi together form a
probabilistic deadline [4]. This deadline is the basis of the
system’s correctness condition.
Def. 1. A task system is correct if for all tasks τi , the
probability of an arbitrary job failing to complete within
Ti time units of its release is no greater than Pi . J
We assume that when a job does miss a deadline, it can
be terminated safely and instantly. This assumption is not
realistic, but it allows us to focus on the basic mechanics of
SOS servers. We will revisit this assumption in the future.
Cost model. We consider tasks whose costs can be
modeled via random variables. Sources of apparent randomness could include input variation, interference from
other tasks, and even variations in platform temperature.
We might have for τi

Pr(Ci ≤ 80) = 1.0

would indicate a WCET no greater than 80. We assume, as
do many probabilistic scheduling works, that cost variables
are provided to us. For an overview of probabilistic timing
analysis, we recommend survey papers by Cazorla et al.
[3] and Davis and Cucu-Grosjan [5].
In addition to Ci , each task will be assigned a Provisioned Execution Time (PET), denoted PET i .1 Note that
while Ci describes an underlying task property, PET i is
a scheduling decision. PETs will be discussed further in
Sec. III. Finally, each task has a utilization defined as
PET i
.
Ti
Note that ui , like PET i , is a scheduling decision rather
than an inherent task property. Informally, utilization gives
the long-term share of a processor that a task will need to
execute, assuming that it never overruns its PET.
We require that tasks sharing an SOS, i.e. tasks in
the same subsystem, have execution times such that PET
overruns are independent, i.e the probability that a job
of τi requires execution time greater than PET i is not
dependent on other jobs’ PET overruns or lack thereof.
How to determine PETs that allow this criterion to be met
has been previously addressed by Liu et al. [8].
Scheduling model and hardware platform. In general, we will be using a partitioned scheduling model. In
partitioned scheduling, each task is assigned to one core.
Tasks are then scheduled on each core using a unicore
scheduling algorithm. Specifically, we will be using partitioned earliest-deadline-first (P-EDF) scheduling. Under
P-EDF, the system is schedulable with no missed deadlines
assuming that no task overruns its PET so long as no
core has utilization greater than 1.0. However, there will
be times when tasks may migrate between cores. We will
discuss scheduling rules further in Sec. III.
Our hardware platform π consists of m identical cores.
We assume that cross-core effects that could influence task
execution times are either included in execution costs or
mitigated at the hardware level.
ui =

Pr(Ci ≤ 10) = 0.9 and
Pr(Ci ≤ 20) = 0.99.

III. S CHEDULING WITH S HARED OVERRUN S ERVERS

We express probabilities cumulatively to emphasize that
what we know of Ci is not necessarily comprehensive. If
being confident of τi ’s timing 99% of the time was not
sufficient for our purposes, we could perform additional
timing analysis work, allowing us to add

In this section, we outline our proposed scheduling
method, including the rules governing SOSes. The method
given here is not complete, but is intended as a preview of
future work. We prove some probabilistic properties that
result from our method and discuss a very simple example.

Pr(Ci ≤ 40) = 0.999.

1 We use standard type to discuss PETs in general and the caligraphic
form to denote a specific variable.

to the distribution. If we can safely upper-bound τi ’s
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SOS definition. An SOS SA = (BA , TA , A) is defined
by a budget BA , a period TA and a set of associated
tasks A from τ. We require that for all τi ∈ A, Ti be an
integer multiple of TA . While individual tasks are indexed
by lower-case letters, SOSes are indexed with capitals. The
utilization of SA is denoted as
BA
.
uA =
TA

not needed by τ1 , the probability of a job of τ1 missing its
deadline is given by
Pr(C1 > PET 1 + BA )
The probability for τ2 missing deadlines is slightly
more complicated, as it depends on the timing behavior
of the τ1 job released at the same time. The following
proof sketch relies on well-known probability axioms. We
pessimistically assume, for the sake of brevity, that any
overrun will completely consume an SOS job.

SOS jobs are released periodically, but self-suspend so
long as no job within A overruns its PET. When an overrun
occurs, the SOS job becomes active and is scheduled using
P-EDF like any other job, allowing the overrun job to
continue executing so long as budget remains. Budget is
consumed while the SOS job executes. At the SOS job’s
deadline, any remaining budget vanishes. SOSes provide a
framework that will make it easier to produce probabilistic
scheduling guarantees.
Scheduling method. Here we outline our scheduling
method. While we have listed the steps below sequentially,
they are in fact closely interrelated. Effective algorithms
will need to consider the steps below holistically. 1)
Separate tasks into subsystems. 2) Assign each task a PET.
3) Define an SOS for each subsystem. 4) Assign tasks and
SOSes to cores. Tasks in the same subsystem do not need
to be on the same core. For each core, total utilization of
all tasks and SOSes must be no greater than 1.0.
Once these four steps have been completed, tasks and
SOSes can be scheduled online using the P-EDF scheduling algorithm. PETs and SOS budgets are enforced by
the operating system. If a job is not completed within
its allocated time, then it is terminated. Limiting percore utilization to 1.0 guarantees that if all jobs complete
within their allocated time, scheduling in EDF order will
guarantee no missed deadlines.
Deadline miss probabilities. We now show the deadline miss probabilities when SOSes are used in a simple
case where τ has been partitioned so that A consists
of two periodic tasks, τ1 and τ2 , that share a common
period and can be scheduled with no deadline misses so
long as no PET is overrun. Common periods allow for a
compact example; we will consider other cases in future
work. We prioritize τ1 over τ2 for access to SOS jobs. If
both tasks are assigned to a single core, prioritization can
occur naturally, since one must execute before the other.
If jobs are assigned to different cores, additional rules to
determine priority may be necessary. With τ1 prioritized
over τ2 ,2 determining the probability the a τ1 job will miss
its deadline is trivial. We state it without proof.

Theorem 2. Given periodic jobs τ1 and τ2 such that T1 =
T2 where τ2 has access to an SOS job only if the SOS job
is not needed by τ1 , the probability of a job of τ2 missing a
deadline is given by
Pr(C2 > PET 2 + BA ) + Pr(C1 > PET 1 )
· [Pr(C2 > PET 2 ) − Pr(C2 > PET 2 + BA )]
Proof sketch. A τ2 job will be tardy if C2 > PET 2 + BA
holds or jobs of both tasks require execution time greater
than their respective PETs. The probability of this event is
given by
Pr C2 > PET 2 + BA ∨

(C2 > PET 2 ∧ C1 > PET 1 ) .

= {Since Pr(X ∨ Y ) = Pr(X) + Pr(Y ) − Pr(X ∧ Y ).}

Pr(C2 > PET 2 + BA )

+ Pr(C2 > PET 2 ∧ C1 > PET 1 )

− Pr(C2 > PET 2 + BA ∧ C2 > PET 2 ∧ C1 > PET 1 )
= {Since C2 > PET 2 + BA → C2 > PET 2 }.

Pr(C2 > PET 2 + BA )

+ Pr(C2 > PET 2 ∧ C1 > PET 1 )

− Pr(C2 > PET 2 + BA ∧ C1 > PET 1 )
= {Since for independent events,

Pr(X ∧ Y ) = Pr(X) · Pr(Y ).}

Pr(C2 > PET 2 + BA )

+ Pr(C2 > PET 2 ) · Pr(C1 > PET 1 )

− Pr(C2 > PET 2 + BA ) · Pr(C1 > PET 1 )
= {Using algebraic manipulation}.

Pr(C2 > PET 2 + BA ) + Pr(C1 > PET 1 )

· [Pr(C2 > PET 2 ) − Pr(C2 > PET 2 + BA )]
Example. We now give a simple example to show the
potential advantages of scheduling with SOSes. Let τ1 be
a periodic task such that τ1 = (C1 , 40, 0.05) where C1 has
the cumulative distribution function

Theorem 1. Given periodic jobs τ1 and τ2 such that T1 =
T2 where τ2 has access to an SOS job only if the SOS job is
2 Cases

Pr(C1 ≤ 10) = 0.9

Pr(C1 ≤ 20) = 0.99.

where tasks have equal access to SOSes are left to future work.
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(1)
(2)

Let τ2 be a second periodic task with identical parameters.
Assume that both jobs can be safely dropped should they
fail to complete. We need to define PETs and an SOS such
that the probabilistic deadlines are respected.
One possibility is to define PET 1 = PET 2 = 20 and
no SOS. Exps. 1 and 2 can be restated as

it already been used within the same period? To some
extent, this simplicity can be maintained in a real periodic
system by defining tasks subsystems to contain only tasks
with common periods. However, doing so will not be an
option in systems that have few common periods. If we
consider sporadic task systems, scheduling becomes still
more complex. In both cases, more nuanced rules for when
SOS jobs release and how SOS budgets are replenished
will be necessary.
Jobs must complete. We have assumed that if a job
cannot complete on time, it can be terminated safely and
instantly. However, in a real system it may be necessary for
a job to run to completion even after missing its deadline.
We will consider how to deal with late jobs in future work.
Less pessimistic overruns. In Theorem 2 and our
example, we assume that if a task overruns its budget,
it will consume and entire SOS budget. This assumption
is highly pessimistic. In future work, we will consider the
case where overrunning jobs consume only a portion of an
SOS job, leaving the remainder for other jobs.

Pr(C1 > 10) = 0.1 and Pr(C1 > 20) = 0.01.
It follows that all jobs would have a probability of 0.01
of missing deadlines and the two tasks would have a
combined utilization of 1.0 and require full use of one
processor.
A second option is to define
SA = (10, 40, {τ1 , τ2 }) and PET 1 = PET 2 = 10.

In this case, it follows from Theorems 1 and 2 that jobs
of τ1 have probability 0.01 of missing deadlines and jobs
of τ2 a 0.019 probability of missing deadlines, meeting the
probabilistic deadlines for both tasks. However, the total
utilization in this case is only 0.75, leaving some processor
capacity available for other work.
While this example is simple, it illustrates the basic
mechanics of SOSes and their ability to improve on the
pessimistic view that a task overruning its PET must lead
to a deadline miss. Next, we discuss challenges that will
need to be addressed to make SOS servers a viable option
for industrial systems.

V. C ONCLUSION
In this paper, we have proposed Shared Overrun Servers
as a means to allow tasks to share execution budgets
and taken the first steps towards using them to improve
probabilistic scheduling. In future works we will solidify
this idea by giving a complete SOS ruleset, analyzing probabilistic deadlines in the presence of SOSes, and giving
algorithms to determine task PETs and SOS parameters.

IV. C OMPLICATIONS
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In this section, we discuss task system characteristics
we plan to tackle in future work.
Defining task subsystems. How to divide τ into subsystems is a critical question, since all other scheduling
decisions will follow from this step. We will need to
consider independence of tasks, whether all tasks will be
able to fit on a single processor, and whether all tasks
within a subsystem share a common period. Subsystems
with more than two tasks will need more complex rules
governing the priority for access to the SOS in cases where
multiple PET overruns occur.
Multiple cores. In the example of Sec. III, both tasks
and the SOS could be scheduled on a single processor.
However, a shorter period for τ1 and τ2 could make it
impossible to schedule both tasks and the SOS on a single
processor. The issue could be dealt with by placing τ1 and
SA on one processor and τ2 on a second processor. In
that case, τ2 would need to migrate to use SA ’s budget,
incurring an overhead cost. This overhead cost can be
accounted for by increasing PET 2 or BA using techniques
pioneered by Brandenburg [2].
Multiple periods and sporadic tasks. In our example, where two periodic tasks share a common period,
determining when an SOS job can be used is simple; has
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SEUs, the number of restarts a task can require is not
bounded. Instead, each number of restarts carries a
probability. Our method does not require an upper
bound on the extra time needed to facilitate restarts,
unlike for example the Δf limit used by Mosse et
al. [5]. Instead, our method provides insight into how
likely it is that a given deadline will be missed without
such an upper bound.
To estimate probabilities, we use UPPAAL in
Stochastic Model Checking (SMC) mode. This mode
is incompatible with models not designed to be used
with SMC, like the UPPAAL RTS template library
by Shan et al. [7]. Probability has been used before
in real-time scheduling [2], and examples of this approach include using statistical means for determining
a sensible upper bound estimate for the Worst-Case
Execution Time (WCET) [3].
Contributions. We present a new method for representing a DAG of tasks and the hardware as an UPPAAL SMC model including SEUs, without putting
limits on the number of job restarts. Our model includes an online scheduler implemented in the UPPAAL language, allowing the scheduler to react to
the eﬀects of job restarts caused by SEUs. For any
given deadline, the UPPAAL SMC model can show
the probability that the deadline will be met including SEU mitigations. It is then up to the application
designer to choose an acceptable risk level.

Real-time cyber-physical systems have become
ubiquitous. As such systems are often safety-critical,
designers must include mitigations against various
types of hardware faults, including Single Event Upsets (SEU). SEUs are transient faults that only momentarily aﬀect a single processor, after which the
processor returns to normal operation. The eﬀect of
a SEU may manifest itself in the job running on that
processor as incorrect output.
We present a new approach for analyzing schedulability using UPPAAL in Stochastic Model Checking
(SMC) mode while including mitigations for SEUs using job restarts into the scheduler. By restarting a
job after experiencing a SEU, the fault-free response
of the job is delayed, potentially multiple times. We
propose a method that informs the system designer
about the distribution of the applications makespan,
including the probability that a given deadline will be
met in the presence of SEUs.

Keywords

single upset event, soft error, transient fault tolerance, UPPAAL, timed automaton, DAG scheduling

1 Introduction

In this work we focus on online scheduling while
dealing with Single Upset Events (SEUs) on symmetric multi-core platforms. SEUs, also called soft errors
or transient faults, are a type of fault which only momentarily aﬀects a single processor and does not leave
it in a degraded state. Such faults may, for example,
be caused by cosmic rays [8]. The impact of a SEU is
that the output of the running code may be erroneous,
which can be disastrous for safety-critical systems.
In Directed Acyclic Graph (DAG) scheduling, the
deadline is shared between a set of tasks. Our
method does not allocate extra time per task to handle restarts, but instead requires moving the shared
deadline to facilitate tasks restarting. It is up to the
online scheduler to assign this extra time dynamically
based on which tasks require a restart.
UPPAAL [1] is an existing tool for modeling, validating and verifying real-time systems, which has
found use in the RTS community [7]. The tool can
verify properties or give counterexamples, e.g. prove
that a deadline will always be met. When mitigating

2 Fault and Task Model

2.1 Task model and communication
The DAG of tasks has a single, constrained deadline D ≤ T , allowing us to consider each execution
of the DAG in isolation with exactly one job per task
(without fault detection). Furthermore, for each task
τi ∈ τ , a WCET value Ci must be available, which we
use in our online scheduling algorithm. Our scheduler
implements a global, ﬁxed-priority, task-migrating and
non-preemptive scheduling algorithm. The priority Pi
of task τi is directly derived from the WCET value Ci .
The higher the WCET, the higher the priority of that
task. Let n be the number of tasks, and i ∈ [0, n),
we deﬁne the priority as Pi = Ci · n + i, resulting in
unique priorities due to the inclusion of i.
Communication between tasks is exclusively handled via the exchange of tokens, which may contain
arbitrary data. Furthermore, we consider communi-
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cation overhead negligible. In order to launch tasks
multiple times, we assume all tasks to be stateless and
free of side-eﬀects.

twice and compares the output tokens of both executions. Similarly, the πk is a tuple consisting of
two hardware processors. With these constructions
in place, a fault detecting task can be scheduled on a
fault detecting processor, hence we can reuse existing
scheduling algorithms.

2.2 Fault Detection and Mitigation
We assume that when a SEU occurs, it aﬀects only
one processor. While the SEU itself is transient, eﬀects
of the event may still be present and continue to aﬀect
the job. We assume that the SEU manifests itself as an
incorrect result for that job (incorrect output tokens).
Let there be m processors, then each processor πk
where k ∈ [0, m) has an associated SEU fault rate
parameter λk . We model the inter-arrival times of
faults with an exponential distribution as we are only
concerned with SEUs and not with permanent degradation of the hardware. Exponential distributions are
the only continuous memory-free distributions, hence
knowledge about how long a processor has been faultfree does not impact the future probability of a fault
in any way. Since we focus on symmetric multi-core
systems, we treat the fault rate for each processor as
identical (∀k ∈ [0, m) : λk = λ).
We validate the output of a task using Dual Modular
Redundancy (DMR) [6] by spawning two jobs for every task. If the content of the output tokens does not
match, one or both jobs experienced a SEU while running. SEUs may also impact jobs in such a way that
they never terminate. As such, jobs exceeding their
WCET are also considered faulty and are terminated
by a watchdog timer.
To recover from a fault, we use Checkpoint-Restart.
The input tokens are always checkpointed and kept
for the duration of the task. If a fault is detected, the
produced tokens are discarded and the two jobs are
started again using the original input tokens.
Our implementation of DMR runs the two jobs
concurrently on separate processors, an approach
also known as Chip-level Redundant Multithreading
(CRT) [6]. As such, the use of DMR itself does not impact the Worst-Case Response Time (WCRT) of the
task, assuming there are no SEUs requiring restarts.

3.2 Schedulability Testing using Stochastic
Model Checking
Our method informs the application designer about
the probability of meeting the deadline for each execution of the DAG. To obtain this number, we model
the entire application (including the scheduler) as
a UPPAAL SMC model [1]. Tasks are treated as
black boxes and are assumed to always need their
entire WCET estimate. Furthermore, we do not
model the individual processors or tasks, but instead
we directly model the fault-detecting processors and
fault-detecting tasks. We implement our global ﬁxedpriority scheduler in the UPPAAL language, controlling transitions in the task automaton based on its
position in the scheduler queue.
3.3 Representation as UPPAAL Model
Our method represents the DAG of tasks, the scheduler and the hardware as a composition of four UPPAAL templates:
1. a singleton scheduler;
2. for each fault detecting task τk , an instance of the
task template;
3. for each fault detecting processor πf , an instance
of the processor template;
4. for each dependency between two tasks, an instance of the edge template.
We show the task template in Figure 1. This template is parameterized with the task id i and the
WCET estimate Ci of the task that it represents.
Tasks start out in the UnmetDependencies state until
all of their dependencies have been met. Then, they
transition to the Ready state where they are available
to be picked up by the scheduler and assigned to a
processor to start running in the Running state. After
some time, the task either ﬁnishes or transitions to a
faulty state during execution (RunningWFault state),
moving it back to the Unscheduled state for another
try. This procedure sheds light on how faults are
modeled: a SEU is triggered by the processor model
(omitted here for brevity) after which the task running
on that processor (if any) moves to the RunningWFault
state by synchronizing on a channel. Synchronization
forces other models in the system to transition as well
when in a state with an outgoing edge waiting for the
same channel. In this case, the processor model signals the task_transient_fault[i] channel, prompting the task τi to transition to the RunningWFault
state.

3 Scheduling with Restarts

The number of restarts a particular job needs to endure before it is guaranteed to produce a result without a SEU is not bounded. The lack of such a bound
makes the fault-free WCRT eﬀectively inﬁnite, and
as such no longer a particular useful metric to work
with. As a result, our technique only works with online scheduling.
3.1 Deﬁnitions
To simplify reasoning about DMR and checkpointrestart, we introduce the fault detecting task τ , running on the fault detecting processor π as conceptual
abstractions. The fault detecting task τi is constructed
from user-provided task τi , but can detect that a SEU
has occurred. The τi runs the user-provided task τi
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(a) Test case A: fork-join with four tasks
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Figure 1: Summary of the UPPAAL model of a task
execution. The task continues to run in an
erroneous state (“RunningWFault”) after experiencing a transient fault.

JL

LR

JJ
JR

RJ
RR

(b) Test case B: nested fork-join graph. Each of the tasks
in the previous graph is replaced with the entire graph.

Running in this state does not change the task
from the perspective of the scheduler.
It is
only when the task has completed that it either
signals success (“task_finished[i]!”)
or error
(“task_finished_err[i]!”), to which the scheduler
can respond.
Task execution is represented as a timed automaton, where the state is composed of not just discrete
variables but also of continuous (clock) variables. In
the case of the task model this is the clock variable
t for time. The clock t is set to 0 when transitioning to the Running state. The transitions out of the
Running or RunningWFault state are guarded: t ≥ Ci ,
enabling the transition only when the task has been
running for its WCET estimate. A state invariant on
the two running states of t ≤ Ci prevents lingering in
the running states past the tasks WCET estimate.
Tasks may not always need their full WCET estimate to produce a result. However, modeling the early
return of tasks would require knowledge about the frequency and distribution of such cases happening. Despite this, the WCET estimate provides a useful upper
bound that lets us provide a lower bound probability
that the deadline will be met.

(c) Test case C: double nested fork-join graph. Each of the
tasks in test case B is replaced with the entire graph of
test case A.

Figure 2: The various test cases, showing 41 , 42 and
43 tasks
To execute the tests, we simulate a platform
with 4 fault detecting processors (constructed from
8 hardware processors). Furthermore, we set the
rate of transient faults for each processor to λ =
10−3 /hour, which is the highest permissible fault rate
per RTCA/DO-178C for faults that have only minor
criticality level [4].
4.2 Results
Figure 3 shows the results of the UPPAAL SMC
simulations. The distribution of the whole-DAG
makespan (left) informs the application designer about
the probability of meeting a particular deadline, or
helps determining a suitable deadline. For example,
let the deadline of test case C be DC = 3.0 · 104 s, the
simulations can show us that the probability of missing this deadline is 1.45 · 10−4 . Or, if the deadline
has not been determined yet, DB > 1.1 · 104 s could
be determined as a suitable deadline for case B. However, the exact bounds depend on the amount of risk
acceptable in the domain of the application.

4 Evaluation

4.1 Experimental Setup
To test our technique we have created three synthetic test cases. As the potential gain by our technique scales with the number of tasks in the graph,
we have tested three DAGs with varying critical path
lengths. Each test case is a variation of the same forkjoin graph with a diﬀerent level of nesting, as shown in
Figure 2. To focus just on the impact of restarting, we
set the WCET estimate of each task to the same value
of 1000 seconds. We do not give our DAGs a deadline
or period, but are instead interested in the distribution
of whole-DAG response times. Instead of obtaining a
probability of meeting the deadline, we gain insight
into what a sensible deadline might be together with
the probability of meeting that deadline.

Our UPPAAL representation does not express any
variance in the execution time of a task, which means
that the whole-DAG execution time is always an integer multiple of a 1000 seconds. For all cases, the
number of restarts has a very predictable impact on
the makespan. Test case C (Figure 3c), however,
also shows signs of something else: a number of runs
manage to ﬁnish early. We explain this as a timing anomaly caused by some non-determinism in the
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shown in this paper how an existing SMC tool can be
leveraged to get timing information of an application
in the presence of SEUs.
Our approach models how the tasks are scheduled,
including how an online scheduler may absorb the time
lost due to a restart. However, for relatively small test
cases (up to 64 tasks), Figure 3 shows a strong correlation between the number of restarts and the makespan.
In future work, we will look at larger DAGs of tasks
and investigate varying the amount of dependencies
between the tasks. We suspect that, for more loosely
connected graphs, SEUs can more often be solved by
making use of idle processors. As such, for a given size
of the DAG, we expect the number of restarts to no
longer be a good predictor of the makespan.
Finally, our results are obscured by timing anomalies. In future work, we hope to mitigate these anomalies by implementing clairvoyance in our scheduler.
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Figure 3: UPPAAL results for 106 SMC simulations.
For each test case, the distribution of wholeDAG makespan is shown on the left. On the
right, the number of restarts is shown.
completion order of tasks. When multiple tasks complete at the same time, the scheduler randomly handles one ﬁrst and reassigns the processor due to a lack
of clairvoyance. Even though the scheduler assigned
the highest-priority task to the idle processor, it can
only consider tasks that have all of their dependencies satisﬁed. Furthermore, our scheduler does not
preempt, as such the release of a higher-priority task
may must wait for a lower priority task to ﬁnish. Our
ﬁxed-priority online scheduling algorithm is not an optimal algorithm (without preemption), which allows
this source of non-deterministic behavior to impact
the whole-DAG execution time.
As the number of tasks in the DAG increases, so
does the number of restarts. This makes sense: the
longer the DAG runs, the higher the chance of a transient fault to occur.

5 Conclusion and Future Work

Transient faults in processors lend themselves well
to be modeled using UPPAAL in SMC mode. We have

4
8

Toward a fine-grained execution model of real-time tasks
Zineb Boukili

Hai Nam Tran

zineb.boukili@univ-brest.fr
Lab-STICC, CNRS, UMR 6285,
Univ. Brest, Brest, France

hai-nam.tran@univ-brest.fr
Lab-STICC, CNRS, UMR 6285,
Univ. Brest, Brest, France

ABSTRACT

all data accesses according to declared timing constraints. This
article presents the first step that extends the task model to take
into account these elements in a scheduling analysis tool.
Problem statement: Real-time task models in scheduling analysis tools such as [6, 14, 16] do not allow the specification of data
accesses and their related timing constraints. Scheduling analysis
by the mean of simulation in these tools stops at the task level and
does not give insights of internal task executions. Thus, scheduling
analysis does not provide meaningful data for run-time monitoring
as we expect to monitor data accesses and detect timing deviations.
Contribution: In this article, we present a real-time task model
that takes into account data access by decomposing tasks into
smaller units called execution units. We show how to extend the
task model exists in the Cheddar scheduling analyzer with our
proposals. In addition, we explain how to integrate our model in the
architecture analysis and design language AADL[7]. Experiments
are conducted with the research open-source avionics and control
engineering (ROSACE) [12] case study and the OTAWA [2] static
analyzer to show how data can be acquired for our model.
The rest of the article is organized as follows. Section 2 presents
the background and positions our work. Section 3 presents our
modeling approach. Section 4 explains our experimentation method
and presents the results on the ROSACE case study. Finally, section 5
concludes the article and discusses future work.

Verification of real-time systems in scheduling analysis tools is
generally based on the validation of timing constraints by the mean
of scheduling simulation or feasibility test. Real-time tasks are modeled with their worst-case execution times and deadlines together
with other properties depending on the choice of scheduler. Even
though the current task model provides sufficient information to
perform basic schedulability tests, it is inadequate to enforce a dynamic control to guarantee the normal operation of a system under
hardware/software malfunctions or malicious cyber attacks. In this
article, we present an approach to extend the current task model
in the Cheddar scheduling analyzer with information of internal
executions and data accesses. We demonstrate the applicability of
our model by providing a case study as well as its realization in the
architecture analysis and design language (AADL).

1

INTRODUCTION

Real-time critical systems (RTCS) are systems in which the correctness of their behavior depends not only on the logical results
of computations but also on the physical time when these results
are produced. They are qualified as critical because the absence of
response is at least as serious as its incorrectness and the failure
of such systems has unacceptable consequences for society. Typical examples of real-time systems include flight control systems,
networked multimedia systems, command control systems, and
real-time monitors.
Verification methods used for RTCS are mostly based on the
early validation of timing properties. These methods are qualified
as early verification because they are used during the design phase.
However, this type of verification is insufficient to guarantee the
proper functioning of a system during operation considering hardware/software malfunctions or malicious attacks.
(a)
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BACKGROUND & RELATED WORK

In this section, we provide a brief summary of task models used
in scheduling analysis tools. Then, we present an overview of the
existing approaches focus on decomposing task execution into
smaller units or phases.

(b)
W

R R
t

time

0

2.1
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t

Task model in scheduling analysis tools

The real-time task model presented in the seminal work of [10] has
been widely implemented in real-time scheduling analysis tools
such as [14], [6], [16], [4]. A task is characterized by two attributes:
capacity and deadline. The capacity represents the worst-case execution time (WCET) of the task. The task must complete before a
deadline, which can be either relative or absolute. Depending on
the choice of scheduler, a task can have other attributes such as
priority, period, and release time.
Several extensions of the basic task model have been implemented in the tools presented above to account for new elements
such as cache-related preemption delay [15], [6], energy consumption [5], and security [1]. Nevertheless, the capacity remains the
only attribute representing the execution of a task. In the next
section, we present the approaches extending the execution model.

t+Δ time

Figure 1: Invalid behavior w.r.t data accesses
Figure 1 depicts such invalid behavior, on the left (a), a valid task,
and on the right (b), the same task but with a delayed write data
access. On the left side, the valid behavior of the task consists in two
successive read accesses and one write access (a). An application
malfunction or an intrusion attack can lead to an invalid behavior
scenario as shown on the right side (b) where the writing operation
has exceeded the expected time with a delta delay.
In our work, we focus on the detection of timing deviations at
run-time by monitoring data accesses. Our approach bases on a finegrained execution model of real-time tasks then check dynamically
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2.2

Modeling task execution

The idea of decomposing tasks executions into smaller units or
phases has been proposed in [3, 11, 13]. In [13], the authors present
the predictable execution model (PREM) [13] which co-schedules
at a high level all active COTS (Commercial-Off-The-Shelf) components in the system, such as CPU cores, and I/O peripherals to permit predictable, system-wide execution. When a typical real-time
task is executed on a COTS CPU, cache misses are unpredictable.
This issue makes it difficult to avoid low-level contention for access to main memory. PREM aims to solve the problem of memory
interference between peripherals and CPU tasks. The code for each
task is divided into a set of N scheduling intervals classified into
compatible and predictable intervals. First, each predictable interval is divided into two different phases. During the initial memory
phase, the CPU accesses main memory to perform a set of cache
line fetches and replacements. At the end of the memory phase, all
cache lines required during the predictable interval are available in
last-level cache. Second, the second phase is known as the execution
phase. During this phase, the task performs useful computation
without suffering any last-level cache misses.
Another way to model the execution of a task is the time interest
points (TIP) [3] graph. The authors describe TIPsGraphs as an
intermediate representation to transform the CFG (Control Flow
Graph) representing the control flow of a task into a sequence of
time intervals representing the timing aspects of the task execution.
Typically, a TIP can be:

Figure 2: Suggested Task Representation Model

3.1

• Memory instructions (stores and loads), when the static analysis cannot guarantee that they will always result in AH.
• Memory instructions addressing shared variables, or data
residing in a cache block that can be written by another task.
• Instructions for which the static analysis cannot guarantee
that they will always result in a hit in the instruction cache.
• Pivot instructions.

In [11], the authors propose the acquisition execution restitution
(AER) model. Tasks are divided into three distinct phases, namely
acquisition (A) and restitution (R) which are communication phases
(i.e., phases in which accesses to the memory are performed) and a
single execution phase (E) which is a computation-only phase. The
AER model is a generalization of the PREM model which considers
a single core environment while the AER model executing in multicore environments.
The discussed models are designed mainly to improve scheduling
analysis and to reduce timing interference in real-time applications.
But none of them provide additional information about data accesses that we want to monitor in our approach.

3

Cheddar Task Model Update

The original task model in Cheddar stops at the task level represented by the green box in Figure 2 and does not take into account
the internal task design because the classic scheduling analysis does
not require this information. In Cheddar, a generic task is modeled
with the attributes allowing scheduling analysis on multi-processor
platforms such as: capacity, priority, deadline and core mapping.
Depending on the choice of scheduler, a task can have additional attributes including period, offset and release time. Interested readers
can refer to the complete description of the hardware and software
component supported by Cheddar in [8].
Our solution consists in representing task execution as a set
of internal blocks called execution units. Each execution unit represents a portion of the task code. As depicted in Figure 2, each
execution unit has a chronological order and a capacity (execution
time). Within a period, a task includes a sequence of execution
units, namely the compatible interval, the memory phase and the
execution phase. Therefore an execution unit owns a Unit_type
property that represents its particular phase.
Similarly, an execution unit can be composed of one or more
data accesses, each one is characterized by a memory address of
the accessed data, by the size of the data and by an access type, i.e.
read or write access.
A task, an execution unit or a data access can all be associated
with a time constraint specification. Thus, a time constraint is represented as an abstraction that can have three kind of concrete
representations: Task_Time_Constraint specifies the Task time constraints with a deadline and a period. Data_access_Time_Constraint
specifies data access time constraint with a reading or a writing
time. Finally, Execution_Unit_Time_Constraint specifies execution
unit kind of time constraint.

APPROACH

In this section, we explain our approach to decompose task executions into smaller units. Our model is implemented in the Cheddar scheduling analyzer, we propose also an implementation for
the execution unit in AADL language using the behavioral annex.
Cheddar [14] is an open-source real-time scheduling analysis tool
which allows users to model software and hardware architectures
of real-time systems, and to check their schedulability or other
performance criteria.
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SCHEMA Execution_Units;
TYPE Execution_Unit_Type = ENUMERATION
OF (Compatible_phase,
Memory_phase,
Execute_phase,
Non_identified);
END_TYPE;
ENTITY Execution_Unit
SUBTYPE OF ( Named_Object );
Unit_type : Execution_Unit_Type;
Time_Constraint : Time_Constraint;
Capacity : Natural;
Order : Natural;
END_ENTITY; ...
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Figure 3: Execution Unit Entity
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SCHEMA Data_Access;
TYPE Data_Access_Type = ENUMERATION
OF (Read_Data, Write_Data);
END_TYPE;
ENTITY Data_Access
SUBTYPE OF ( Named_Object );
Access_Type : Data_Access_Type;
Memory_Address : Integer;
Time_Constraint : Time_Constraint;
Size : Integer;
END_ENTITY; ...

19

SUBPROGRAM IMPLEMENTATION Execution_Unit.impl
annex Behavior_Specification {∗∗
states
Read : state;
Write: state;
transitions
Writing_operation:
Read−[on dispatch]−> Write {
computation(6ms); −− Access time to write data
};
Reading_operation:
Write−[on dispatch]−> Read {
computation(3ms); −− Access time to read data
};
∗∗};
END Execution_Unit.impl
Figure 5: Execution Unit Implementation in AADL

that we may have in an execution unit, therefore the computation
instruction is used to define the time constraint of the data access.

4

CASE STUDY: ROSACE

In this section, we describe our evaluation to measure the WCET of
tasks and execution units. The evaluation is based on the ROSACE
[12] case study using OTAWA [2] tool.

Figure 4: Data Access Entity

4.1

To introduce these modifications into the Cheddar tool, we update its meta-model by adding the execution unit and data access
entities as shown in the Figures 3 and 41 .

3.2

SUBPROGRAM Execution_Unit
END Execution_Unit;

ROSACE Case Study

ROSACE [12] is a research open-source avionic control engineering
case study, that goes from a baseline flight controller, developed in
MATLAB /SIMULINK , to a multi-periodic controller executing on a
multi/many-core target. In this paper, we focus on the longitudinal
flight controller design, his goal is to track accurately altitude,
vertical speed and airspeed commands (resp. hc, Vzc and Vac ). The
controller design is divided into two parts. First, the environment
simulation part represents the real system that is to be controlled,
that is the aircraft as well as the engines and elevators. Second,
the controller part which gathers the control loops (altitude_hold,
Vz_control, Va_control) as well as filters. In this paper, we use the
ROSACE case study to illustrate how computing WCET for tasks,
execution units and also computing the number of data accesses
inside each execution unit.

Execution Unit Implementation in AADL

Our work includes the architecture analysis and design language
(AADL) part, in which we implement the execution unit component
using the behavioral annex. It provides a standard sub-language
extension to allow behavior specifications to be attached to AADL
components. The aim is to refine the implicit behavior specifications
that are specified by the core of the language.
In AADL, the subprogram component may represent a portion of
the source code, therefore we can implement our execution unit as
a subprogram component. Then we describe the internal behavior
of the execution unit as a state automaton with transitions, guards
and actions as shown in the behavioral annex. To illustrate the idea,
we consider an example of the execution unit with 2 data accesses
( read and write ). As shown, in Figure 5, and according to the
behavior annex, the execution unit correspond to a subprogram,
inside, we have two states each corresponds to data access operation

4.2

WCET Task Measurement

As depicted on the controller design in [12] and according to the
case study source code, each block of the Simulink controller design
represent a task. Therefore, to get the WCET of each block using
OTAWA tool, we proceed as follows:

1 These

specifications are in EXPRESS (ISO 10303-11 [9]), the data modeling language
that is used to implement the Cheddar meta-models

• We have separated the code of each task in a separated file.
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Task
Engine
Elevator
Aircraft_Dynamics
Vz_Control
Altitude_Hold
Va_Control
H_Filtre
Az_Filtre
Vz_Filtre
Q_Filtre
Va_Filtre

WCET (cycle)
2185
7080
52160
3815
3475
4430
5450
2665
3875
2665
5180

First E.U (cycles)
410
75
31280
2815
515
3125
4035
1250
1720
1250
5140

Data access number
1 read & 1 write
2 read & 2 write
35 read & 16 write
9 read & 1 write
3 read & 1 write
10 read & 1 write
8 read & 4 write
5 read & 5 write
4 read & 5 write
5 read & 5 write
9 read & 6 write

Second E.U (cycles)
1775
7005
20880
1000
2960
1305
1415
1415
2155
1415
40

Data access number
4 read & 2 write
6 read & 3 write
14 read & 16 write
2 read & 1 write
5 read & 2 write
3 read & 1 write
3 read & 3 write
5 read & 3 write
5 read & 3 write
5 read & 3 write
2 read & 2 write

Table 1: WCET Measurement
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WCET Execution Unit Measurement

Once we have the WCET of tasks, we can go further by calculating
the WCET of execution units set within each task of the system. For
each we define two execution units, the division is made according
to the source code data, the first execution unit processes the input
data and the second provides the output data. Then we generate
the WCET by following the same OTAWA steps explained above,
but for the execution units this time. We also determine the number
of data accesses in each execution unit. The Table 1 summarises
the results found for each task of the controller system.

5

CONCLUSION

This article presents an approach to extend the classical real-time
task model by decomposing task executions into smaller units. We
present an approach to extend the current task model in the Cheddar scheduling analyzer with information of internal executions
and data accesses. Our model can also be described in AADL. To
show that it is possible to acquire data for our proposed model, we
experiment with the ROSACE case study and the WCET analysis
tool OTAWA.
As a short term perspective, we plan to extend this case study
with more relevant measures by investigating different strategies
to decompose the tasks into execution units. Future work will
also focus on the dynamic control of the operations performed on
the data then update the actual simulator in Cheddar to highlight
possible deficiencies.
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ABSTRACT
Obtaining and bounding real-time tasks’ worst-case execution times (WCETs) on NVIDIA GPU-based systems is
challenging because the details of hardware and drivers are
considered proprietary and lack documentation. This makes
it difficult to predict the effects on WCETs of interference
caused by contention for access to shared caches. This paper describes efforts to demystify, and thus possibly avoid,
cache interference effects on NVIDIA GPUs by generating
and measuring cache contention.
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We used the NVIDIA Jetson TX2 in this work. The Jetson line is marketed for “autonomous everything” and is commonly used in embedded applications. The TX2 has an integrated GPU, which shares DRAM with the CPU (as opposed
to discrete GPUs with separate DRAMs common in gaming
applications). The TX2 also contains a six-core heterogeneous ARMv8 CPU and a shared 8 GB DRAM. The GPU
contains two streaming multiprocessors (SMs), each with a
private L1 cache and 128 cores. The two SMs share an L2
cache which leads to contention and interference. Only two
parameters of the L2 cache are documented – the total size
(512 KB) and cache line size (128 bytes). We assume this
cache is some variant of a set-associative cache [5].

GPUs, CUDA, cache interference

2.2

1. INTRODUCTION

CUDA is a C/C++ extension for parallel programming
developed by NVIDIA that allows programmers to execute
kernels, programs to be executed on the GPU. Executing a
kernel involves calling the kernel function with parameters
expressing how GPU hardware threads will process the input
data in parallel. Threads are organized into blocks, each of
which is executed on a single SM. The number of blocks and
number of threads per block is specified as parameters by
the programmer. The threads in each block are scheduled on
the SM in groups of 32 threads, called warps. Each thread
in a warp executes the same instruction on different data
(SIMD). When an instruction stalls on a memory access,
the entire warp is context switched for a non-stalled one.

Autonomous vehicles have received considerable attention
across the real-time system community. Recent advances in
computer-vision algorithms and graphics processing units
(GPUs) have made fast and intelligent autonomous control
systems possible. However, predictability in WCETs remains elusive and makes the certification of real-time safety
in autonomous vehicles extremely challenging.
One major requirement for WCET predictability in safetycritical autonomous vehicles is the analysis of latency bounds.
Such analysis requires careful consideration of interference
from various sources, including cache, DRAM, bus, etc. However, on most NVIDIA embedded systems (currently the
dominant platforms for autonomous vehicles) necessary information about the underlying hardware is hidden. Moreover, the memory architecture on GPUs could differ dramatically from that on CPUs, making traditional memory
isolation techniques less suitable. Existing WCET estimations for GPU-based real-time systems are hampered by a
limited understanding of cache and memory interference, potentially undermining the safety of these systems. The work
described here addresses this issue by conducting a thorough
investigation of cache interference on NVIDIA GPUs.
Organization This paper is organized as follows. We provide
a brief overview of NVIDIA GPU and CUDA programming
in Sec. 2 and discuss related work in Sec. 3. We then
discuss our methods of efficient generation of extreme cache
contention in Sec. 4 and conclude in Sec. 5.

3.
3.1

CUDA basics

RELATED WORK
Managing cache interference on CPUs

Several works have provided methods to account for CPU
cache and memory interference in real-time systems. [3]
proposed a framework to profile memory access patterns
of safety-critical tasks and a deterministic cache allocation
framework to improve the predictability of the system. [6]
introduced an analysis method that computes upper bounds
of task delays due to memory contention. [7] presented a coordinated cache and memory bank coloring framework that
reduces inter-task memory interference on multicore systems. These methods may not apply directly to GPU-based
systems, where the computation models are fundamentally
different and important architectural details are hidden.

2. BACKGROUND

3.2

2.1 GPU and memory architecture

[2] gave an extensive study on the hardware details for
NVIDIA Volta architecture GPUs. [4] introduced a fine-
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Dissecting GPU hardware

Table 1: Memory access time baselines (clock cycles)
Scenario
Mean Minimum Maximum S.D.
Cache miss
519
461
1112
72
Cache hit
116
92
128
5

grained micro-benchmarking method to investigate the GPU
memory hierarchies on the Fermi, Kepler and Maxwell architectural generations of NVIDIA GPUs. These works mainly
measured unknown hardware parameters. In contrast, [1]
conducted reverse engineering to unveil the details of the
L2 cache and DRAM bank mapping functions on NVIDIA
Pascal and Volta architectures.
While these works provide useful information about cache
and memory behavior of NVIDIA GPUs, our work aims for
a deeper understanding of how cache interference influences
WCET predictability. We aim to understand not only how
to prevent cache interference, but also how to produce it, so
that we may bound WCETs of an arbitrary real-time task.

4. GENERATING CACHE CONTENTION
In this section, we discuss methods for generating extreme
cache contention using an application-agnostic kernel that
aims to evict all cache lines in the shortest possible time.
Motivation As discussed in the introduction, understanding
cache contention effects on WCETs is necessary for the certification of safety-critical real-time tasks in autonomous vehicles. We also aim to inform real-time programmers about
application patterns of memory access that lead to cache interference. Our goal is to design a cache-eviction kernel that
effectively simulates extreme cache contention with minimal
impact on GPU computation resources. We expect it to 1)
evict enough cache lines to force most application memory
accesses to go to DRAM and 2) run concurrently with any
application, evicting efficiently according to the memory accessing behaviors of the system.
Eviction kernel design. The design must consider how kernel
memory references result in cache accesses. The GPU L2
cache is used when kernels reference GPU global-memory
virtual addresses. The addresses are mapped by hardware
to physical addresses in the DRAM shared with the CPU.
The physical addresses are then mapped by the cache to sets
in the L2 cache, each of which can hold multiple cache line
ways. The details of how physical addresses are mapped to
cache sets are not publicly available. We initially assumed
a linear mapping where the cache set is indexed by a set of
k sequential low-order bits of the physical address [5].
We designed an eviction kernel to access GPU globalmemory addresses that map to different L2 cache lines using pointer chasing. The kernel iterates through a globalmemory array of unsigned integers equal in size to the cache.
Each element in the array points to the index of the next
element to be visited. Ideally, by visiting elements that map
to the first word of each cache line, the kernel can evict every
line in the cache.

4.1 Experiment designs
Our first step was to verify that the kernel that is successful in simple, ideal scenarios and simulations. We discuss
the settings of these experiments below.
Time measurement. We measured times for memory accesses and kernel execution by reading the per-SM clock64
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cycle-counting register. We stored the recorded times in the
non-global per-SM memory shared by executing blocks and
copied them to global memory later. We first recorded the
memory access time for both warm and cold cache reads
as baselines. We wrote a kernel that sequentially iterates
through a cache-sized array and records the cold access times.
Then the kernel iterates again and records the warm access
times. Since the second pass could include cache misses, we
discarded measurements in the second pass which fell into
the cycle range observed to be associated with cache misses
for the cold baseline. The observed mean time was 519 cycles
for cold accesses and 116 cycles for warm accesses as shown
in Table 1. Note that about 5% of cold accesses require more
than 593 cycles. The reason for such occasionally large miss
times is currently not clear. Potential explanations include
DRAM row-buffer conflicts, bus contention, etc.
Run time configuration. To allow efficient eviction, we allocated multiple warps to the eviction kernel so that warp
stalls for cache misses could be hidden by the warp scheduler. Also, to explore the effect of memory access patterns,
two versions of the eviction kernel were written: one iterates
through the arrays sequentially, the other randomly.
Potential problems. We assumed contiguous global memory
maps to contiguous physical memory and physical addresses
map linearly to cache sets. If these assumptions are violated,
an array could contain more addresses that map to certain
cache sets than to others. As a result, rather than accessing
every cache set once for every cache line in it, the kernel
would access some cache sets too few times (and others too
many), leaving some cache lines not evicted. To explore this
effect, we analyzed the cache coverage of arrays in different
parts of memory using multiple pointer-chasing arrays.

4.2

Effective cache eviction

In this section, we explore methods to allow the eviction
kernel to effectively evict all cache lines.

4.2.1

Warm cache experiments

Design. We first test our assumptions that contiguous virtual addresses are mapped to contiguous physical addresses
and that the function that maps physical addresses to cache
lines is a linear index. Under this assumption, each contiguous group of array elements aligned within a cache line
should be mapped to a different cache line without any conflicts. Therefore, if a kernel iterates this array twice, all
reads in the second pass should experience cache hits - full
cache coverage.
We designed an eviction kernel that performs random
pointer chasing over 8 arrays of 512 KB located at disjoint
memory locations. For efficient execution, the kernel runs
on 8 warps. The kernel iterates an array twice in a row,
recording the time for each memory access in the second
pass, before repeating for the next array. If our assumption
holds, all access times should be consistent with the baseline for warm accesses. Figure 1 summarizes the results of
multiple runs of the kernel for a sequential access pattern.
A random access pattern yielded similar results.
Observations. The typical elapsed time for cache hits is in
the range of 104 to 128 cycles1 , while the typical time for
1
25% of accesses took 88 or 89 cycles because the nvcc compiler unrolls the loop into four PTX assembly sequences, the
last of which is structured in a way that delays the memory
access stall until after the access time is recorded

Table 2: Application execution times - multi-process
Opposing kernel Mean (ms) Max (ms) S.D. (ms)
None
21.08
23.71
4.59
Compute 1x1
44.67
50.19
6.71
Compute 4x32
46.22
51.25
6.80
Eviction 1x1
44.69
50.18
6.71
Eviction 4x32
46.24
52.49
6.80

Figure 1: Cumulative distribution function plot of memory
access times over 8 different sequential pointer chasing arrays.
cache misses is at least 450 cycles. These ranges are consistent with our baseline ranges. However, as shown in the
figure, only 36% to 55% of the accesses are within the hit
latency range, depending on the array. Thus, far from 100%
of the cache was covered by accessing the cache-sized array
- 36% in the worst case. The low coverage and variation
in hit rates indicate our assumption does not hold. Noncontiguous physical memory or a non-linear hash function is
used, which causes many physical addresses in the pointer
chasing array to share cache lines.

4.2.2

Future work - Reverse engineering

Without low-level knowledge of the physical memory and
cache mapping functions, it’s almost impossible to achieve
ideal cache coverage. Therefore, we plan to reverse engineer
the mapping function of TX2’s L2 cache. Obtaining the exact hash function would allow us to evict arbitrary cache
lines with simple bit operations. Besides reverse engineering, we also aim to achieve optimal allocation of physical
addresses for eviction, so that the eviction kernel may cover
all cache lines without allocation of unrealistically large arrays or fragmented chunks of physical memory.

4.3

Concurrent eviction

In addition to evicting the entire cache when executed
alone on the GPU, the eviction kernel must be able to stress
a real victim kernel’s memory accesses. We tested two methods of executing both kernels concurrently on the same GPU:
1) running in multiple processes and 2) running in different
threads of the same process.

4.3.1

Multi-process experiment

Design. Our first experiment evaluated an application kernel’s performance when executed concurrently with an eviction kernel in a second CUDA context (process). Note that
in CUDA if multiple contexts share the GPU, only one context can access it exclusively at a given time. The victim
application is a memory-intensive kernel that reads every
integer in a cache-sized array (131,072 integers) sequentially
and sums them. It runs with one block and one warp per
block. The eviction kernel is the one from 4.2.1 but with
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a random access pattern. Two different thread layouts are
used: 1 block-1 warp per block and 4 blocks-32 warps per
block (the max threads available to the TX2). We ran the
application in three scenarios: alone as a baseline, concurrently with a “compute-only” kernel in a second process, and
concurrently with a true eviction kernel in a second process.
The “compute-only” kernel simply executes an infinite loop
without accessing memory. In this case, we can measure the
effect of multi-process concurrent execution separately from
the effect of cache interference.
Observations. Table 2 summarizes 4096 samples of the application kernel’s execution times per scenario. The “None” scenarios mean the application runs alone as a baseline. While
the execution times were much higher with the compute-only
kernel than with the baseline, the compute-only and eviction
kernel results are similar. This indicates that the application
process experiences increased execution times when executing concurrently with another process, but that the eviction
kernel’s memory accesses had little effect.
Discussion. Both results can be explained by considering
that multi-process execution in CUDA is achieved by timesliced execution, rather than real concurrent execution. Due
to time-slicing and context switches, the execution times will
approximately double when the application kernel shares the
GPU with other contexts, as it did with the compute-only
kernels (2.12x and 2.19x increase compared to applicationonly). Only memory accesses that re-establish the application’s working set at the start of its time slice were susceptible to eviction-triggered cache misses. This working set
interference was overwhelmed by the 2x time-slicing effects.

4.3.2

Single - process experiment

Design. Since time-slicing effects limit interference between
processes, we next explored cache interference between kernels in a single context (process). We executed a victim
application that randomly accesses elements in an array of
cache size (131,072 integers) as a thread (pthread ) in the process. Another thread in the same process ran the eviction
or compute-only kernels from 4.3.1, but with a 2 block-32
warps per block thread layout. By allocating 64 warps to the
eviction kernel (as opposed to 1 application warp), we minimize the effect of stalls due to cache misses since many other
warps are available to schedule in place of one that stalls.
Additionally, each kernel ran on a dedicated SM, avoiding
interference effects caused by sharing cores with the victim.
As before, we ran the application alone, with a compute-only
kernel, and with a true eviction kernel.
Observations. Measurements of 4096 samples for each setup
are summarized in Table 3 in the entries labeled “R” for
random application kernel (the sequential “S” entries are described in 4.4.1). “None” scenarios correspond to the application kernel running alone. This time, the application-only
measurements are similar to those for the compute-only se-

would reduce cache interference for any sequential memory
access pattern with read-ahead.

Table 3: Application execution times - single-process
Scenario
Mean (ms) Max (ms) S.D. (ms)
None-R
30.72
33.27
0.04
None-S
17.15
19.49
0.04
Compute-R
30.97
33.15
0.04
Compute-S
17.36
19.43
0.03
Eviction-R
64.59
64.81
0.06
Eviction-S
23.25
23.35
0.03

4.4.2

tups, a sensible result since there were no competing warps
on the application’s SM. This indicates that the execution
times were not affected by GPU scheduling policies so any
increase in application execution times can be attributed
solely to the memory accesses of the eviction kernel.
Discussion. The results show that significant cache interference between kernels in the same CUDA context is possible,
although our methods in this experiment are impractical for
two reasons. First, allocating many warps to the eviction
kernel and few to the application is unrealistic, especially
since an entire SM was dedicated to the eviction kernel.
More work is needed to determine a balance of execution resources that creates enough cache interference for accurate
WCET measurement without unduly restricting application
performance. Second, we executed the kernels in a single
process by running both programs as threads, which is not
viable for every potential victim application since it requires
significant modification to process-based applications.

4.3.3

Future work - MPS

We plan to use CUDA Multi-Process Service (MPS) to
solve the second problem without introducing the time-sharing
effects observed in 4.3.1. MPS is an implementation of
CUDA for truly concurrent execution of multiple processes’
GPU kernels within a single context managed by the MPS
server. Future work is required to implement the experiments from this section using MPS and confirm that sufficient cache interference is possible using this approach.

4.4 Eviction-application interaction
In addition to ensuring full cache coverage and efficient
concurrent execution, it’s important to consider how characteristics of application memory access patterns might impact
cache interference. Our next experiment considers sequential application data accesses.

4.4.1

Sequential vs. random application accesses

Design. Our scenario was the same as in the previous experiment (1 warp application kernel and 64 warp eviction
kernel), but with the application making sequential accesses
rather than random ones.
Observations. Table 3 compares the results for this experiment (sequential application labeled with “S”) and the previous one (random application labeled with “R”). Note that
the execution times for sequential access scenarios are much
smaller than those for random access, both with and without
the eviction kernel executing.
Discussion. The observed results can be explained by the
presence of a read-ahead effect in sequential memory accesses. A cache line that has already been buffered in the
SM due to a previous read will have a lower access time
than if it had required a cache or DRAM access. This effect
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Future work

In future work, we will evaluate the effects of other memory access patterns on the interaction between eviction and
victim kernels. For example, applications with smaller working sets may prove to be difficult to evict quickly enough
to create interference. Certain distributions of application
data in physical memory may make interference easier by
concentrating data in locations that map to certain cache
sets. The eviction kernel pattern may matter as well, for
instance evicting an entire cache set at a time versus rotating between lines from different cache sets. It may also
be possible to focus eviction efforts on cache sets that are
high-frequency for a specific application.

5.

CONCLUSIONS

In this paper, we discussed challenges in generating extreme GPU cache interference and presented our current
experiments and potential future work to achieve powerful
cache eviction kernels. By gaining a more detailed low-level
understanding of the GPU cache architecture and available
concurrency options, a more profound analysis of the impacts of cache interference on GPU-based systems, including
case studies on real workloads, will be possible in the future.

6.
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ABSTRACT

proposes deployment of cloud services on these RSU to bring computation closer to the vehicles [4]. VEC offers reduced communication latency along with increased computational capabilities and
thereby satisfying both real-time processing as well as communication constraints. Through V2X technologies such as dedicated short
range communication (DSRC) or C-V2X, vehicles can now offload
tasks that are computationally-intensive and/or delay-sensitive,
onto these RSUs to utilize the additional processing resources at
low communication latency.
While RSUs offer additional computational resources, with increasing number of vehicles especially in urban areas, task offloading policies are necessary to manage the resources. Recent works
have proposed various schemes of distributing the tasks on the
RSUs within range, by maximizing the resource utilization of the
system [3], minimizing the energy expenditure of the vehicle [12],
or by maximizing the QoS for all road users [13]. However, these
schemes lack the consideration of criticality and timeliness requirements of the tasks that are being offloaded on the edge.
Further, due to limited coverage area of the RSUs, the communication link between a vehicle and an RSU is interrupted as a vehicle
moves out of coverage [11]. This indicates that the task offloading schemes must also account for vehicle mobility as well as the
transmission and handover/ takeover time between the vehicles
and the RSUs while allocating resources, to ensure that the tasks
are offloaded and completed in time [7]. Most VEC task offloading
schemes that incorporate vehicle mobility consider an idealised
traffic pattern where vehicles move along a constant stream of
straight moving traffic, as seen in highway-like driving [5]. But,
in urban traffic scenarios, vehicle mobility is heavily impacted by
intersections and dynamic traffic density, which in turn affects VEC
resource management [7]. Urban driving also offers increased RSUs
with multiple sensors, cameras, traffic lights and traffic controllers
deployed across the road network which can be utilized to provide
seamless connectivity and meet the resource requirements for the
increased traffic demands.
Most state-of-the-art applications in traffic infrastructure are
utilizing edge-based resources and data aggregated through RSUs
to provide temporal predictability in traffic movements and traffic
signal control in an urban road network [8, 10]. A closely related
work [7] models task offloading for vehicles in an urban VEC environment with signalized intersections as an RSU-vehicle matching
problem using car-following models to estimate mobility. However,
they do not utilize the traffic flow data to provide a predictable
offloading schedule. In this work, we propose using the predictive
traffic behavior from the traffic flow data to influence the scheduling of tasks and allocation of resources in a VEC framework.
Specifically, we present a task offloading scheme for opportunistically scheduling tasks on the available RSUs, by considering the

Large-scale deployment of connected vehicles and traffic infrastructure along with the advances in vehicle-to-everything (V2X)
technology has paved the way for novel automotive applications
to enhance safety and driving experience. Though, such applications require increased computational capabilities with timeliness
guarantees. To satisfy the resource demands, the vehicular edge
computing (VEC) paradigm extends the computational abilities
of the vehicles by enabling them to offload certain tasks onto the
edge servers deployed at the road-side units (RSUs). However, the
real-time performance of the VEC tasks heavily depends on the
network coverage and vehicle mobility, especially in urban traffic
scenarios. In this work, we motivate the requirement of a real-time
task model and task offloading schemes that incorporate the readily
available traffic flow and signal timing data to guarantee real-time
performance of tasks offloaded on the edge.

1

INTRODUCTION

Advancements in wireless technology, vehicle-to-everything (V2X)
connectivity, artificial intelligence and sensors have led to the proliferation of smart vehicles and intelligent traffic infrastructure. By
leveraging on-board sensors such as cameras, LiDARs and RADARs,
as well as the data aggregated from surrounding connected vehicles and traffic infrastructure, vehicles can now provide enhanced
safety and efficiency. Similarly, by utilizing smart road-side units
(RSUs) and relevant information from vehicles, the traffic infrastructure can enable efficient traffic control with minimal delays,
prioritized emergency vehicle movements, dissemination of safetycritical messages, etc. [8]. V2X connectivity is also being used to
provide media-rich infotainment solutions such as augmented reality (AR) and video streaming, to the vehicle users to improve
the overall driving experience [3]. However, such data-intensive
applications are accompanied with increased computational requirements where on-board processing units located in the vehicles
are not sufficient to satisfy such increased demands.
Cloud computing offers centralized remote servers that the vehicles can utilize, instead of the on-board processors, to perform
certain computationally intensive tasks such as, AR-based heads up
displays (HUDs) for real-time safety warnings or natural language
processing (NLP) based driver command cognition systems. Along
with real-time processing, such media-rich applications also call
for low-latency real-time communication, which the centralized
cloud architecture fails to provide, leading to poor quality of service
(QoS) [12].
As the number of RSUs are continuously increasing to provide
seamless V2X connectivity, enhanced traffic detection, and traffic measurements, the vehicular edge computing (VEC) paradigm
1

17

Main Base
Station (MBS)

𝑹𝑺𝑼𝒊

…

𝑹𝑺𝑼𝒋

𝑹𝑺𝑼𝒌

Wireless Link
Backhaul Link
Computation and
Storage Resources
RSU Range

…

Offload task

…

Join
ready
queue

Task execution

Relay
result Download
task result task

Figure 2: A task execution cycle
equipped with multiple-input and multiple-output (MIMO) technology to communicate with multiple vehicles within its coverage
area, at once.
A main base station (MBS) located along the urban network
provides connectivity to the mobile devices, RSUs as well as the
vehicles, and have a much larger coverage area encompassing multiple traffic intersections. Within the VEC paradigm, the MBS acts
as a central coordinator that accepts offloading requests from the
vehicles and schedules them on the RSUs for processing as per the
underlying offloading policy. The MBS is connected with the RSUs
through a wired (optical fiber) link that ensures stable network with
reduced data transmission latency [4].
As the vehicles drive through the urban road network, they require the edge resources to compute multiple tasks originating
from data-intensive applications or time-sensitive safety-critical
applications. The vehicles require the edge resources to execute
the tasks when either it lacks the on-board computational capability to complete the task execution or the tasks require data from
other connected entities (vehicles and/or infrastructure) that is only
available at the edge. These tasks have varying execution times and
criticality, depending on the application. The vehicle sends the task
information to the MBS after which the MBS assigns an appropriate
RSU to execute the task as per the offloading policy. Further, the
vehicles abide by the standardozed traffic rules and have ADAS features on-board to follow driving models such as Intelligent Driver
Model (IDM) [6] for safe urban driving. The urban environment
also consists of multiple signalized intersections through which the
vehicles traverse, and are controlled using traffic lights that follow
a green-yellow-red pattern. Novel traffic control techniques employ
a centralized traffic controller deployed at the edge server to estimate the traffic flow and calculate the signal timings [8, 10]. With
the VEC architecture and its individual components established,
as shown in Figure 1, we will now discuss the need for accurately
estimating vehicle mobility to guarantee real-time performance in
the VEC environment.

Figure 1: A typical vehicular edge computing framework

traffic signal timings and the wait times of the vehicles at multiple
intersections.
Along with vehicle mobility and traffic flow parameters, the VEC
task scheduling framework must also be aware of the properties
of the tasks such as temporal requirements and deadlines, task
criticality, effect on quality-of-service, etc. However, the recent
work [5, 7, 9] lack a generic task model that can represent realistic
workloads in the vehicular edge environment. Through this work,
we also emphasise on the requirement of a real-time task model
that characterizes a practical workload containing time-sensitive,
critical tasks as well as delay-tolerant tasks with some effect on the
quality of service of the system.
In all, this work highlights the need for a real-time model to
represent VEC networks along with a task offloading scheme that:
• is deadline-aware and can cater to time-sensitive safety-critical
tasks while providing timeliness guarantees for computationallyintensive data-rich tasks,
• incorporates readily available traffic data at intersections in modelling vehicle mobility through urban road networks to accuractely depict the delay overheads to VEC tasks, and,
• relies on a VEC task model that replicates realistic workloads in
an urban environment.
Next, we will discuss the system model for the VEC framework
and a motivating example of the advantages of incorporating the
knowledge of traffic signal timings in task offloading process.

2 SYSTEM MODEL
2.1 VEC architecture and its components
Consider an urban traffic environment enabled with vehicular edge
computing components distributed along the RSUs located by the
road-side (Figure 1). The vehicles traveling along the road network
utilize the processing resources at the RSUs equipped with VEC
servers to meet their computation demands. The RSUs tend to have
a smaller coverage area to enhance data transmission speeds. Coverage areas of consecutive RSUs have minimal overlap to expand
the range of connectivity and reduce duplication of resources and
communication. The VEC servers located with the RSUs provide
increased computational capabilities with faster processing speeds
as compared to the vehicles’ on-board processors. RSUs are often

2.2

Traffic mobility estimation for
performance guarantees

When a vehicle requests the MBS for an edge resource to perform
certain tasks, there are multiple network-related constraints that the
MBS must consider before assigning an RSU resource to a vehicle.
Note that the RSUs and the MBS are connected through a wired
network and the MBS has the knowledge of the resource utilization
of all RSUs within its coverage area.
• Offloading task from a vehicle to an RSU: A vehicle needs
to be within the coverage area of the RSU before it can begin
2
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Figure 4: Proposed traffic data and deadline-aware task offloading scheme

offloading the task. The MBS must account for the time required
for the vehicle to travel to the coverage area of an RSU before it
can begin the offloading process.
• Continuity of task offloading: Once the vehicle is in the coverage area and starts offloading the task onto the RSU, the time
it takes to offload a task depends on the size of the task. The
larger the size, the longer it will take to offload the task. However,
the vehicle is still in motion and may exit the coverage area of
the RSU before the offloading completes. The RSUs then need to
relay the already offloaded task information to subsequent RSUs
while the vehicles continue offloading the remaining data to the
next RSU. This incurs additional delays in re-transmission of data
between the RSUs.
• Wait time before execution: Once the task is successfully offloaded onto the RSU, it joins the ready queue and begins execution only when the computation resource is available.
• Offloading task from an RSU to the vehicle: Once the task
completes execution the resulting data must be offloaded back
to the vehicle. Again, since the vehicle is already in motion, it
may be the case that the task execution took place at an RSU
which is away from the vehicle. The results must be transmitted
to an appropriate RSU whose coverage area contains the vehicle
currently, before the results are actually offloaded to the vehicle.
The time delay associated with this transmission too, requires
precise knowledge of the vehicles location and mobility.

2.3

A task model for VEC workloads

Most existing task offloading policies [7, 12] are best-effort and
do not consider task deadlines while scheduling and offloading
tasks over the RSUs and hence provide no real-time performance
guarantees. However, multiple standardization groups (European
Telecommunications Standards Institute (ETSI) and the 3GPP), highlight the necessity for performance guarantees in VEC especially
for safety-critical applications [2]. To ensure timeliness guarantees
within the VEC paradigm, it is not only important to accurately
estimate the communication overheads which rely heavily on vehicle mobility, but it is also necessary to consider task deadlines,
especially for safety-critical tasks.
We denote the 𝑗 𝑡ℎ task to be offloaded from 𝑖 𝑡ℎ vehicle as 𝜏𝑖,𝑗
which is represented by the tuple {𝑏𝑖𝑜𝑗 , 𝐶𝑖 𝑗 , 𝑑𝑖 𝑗 , 𝑏𝑖𝑑𝑗 } where,
• 𝑏𝑖𝑜𝑗 : size of the task (in Mb) to be offloaded from the vehicle to
the RSU,
• 𝐶𝑖 𝑗 : execution time of the task on the RSU,
• 𝑑𝑖 𝑗 : absolute deadline of the task, and
• 𝑏𝑖𝑑𝑗 : size of the result (in Mb) to be offloaded from the RSU to the
vehicle.

The existing works do not have a generic task model to represent
workloads in VEC [7, 9, 12]. As explained in Section 2.2, the transmission times and communication delays depend on the size of
the task and the computed results, along with the vehicle mobility.
Hence, we want to emphasize the necessity of a real-time model to
represent realistic workloads and provide novel scheduling schemes
that enhance the predictability of the VEC environment and adhere to the performance requirements and timeliness guarantees
standardized by the industry [2].

Note that the transmission times and the delays mentioned here
are over and above the actual task execution time at the edge resource (Figure 2). Clearly, all network-related delays require accurate estimation of vehicle mobility. In a highway setting, estimation
of this time is trivial since the traffic flow is mostly constant. However, in an urban network, the travel time is not only influenced by
the vehicle’s own motion but is also impacted by the traffic lights
and the traffic density through the road network. We therefore
propose integrating the available traffic data and traffic signal timings for modeling the vehicle motion to more precisely estimate
this travel time delay. We show in Section 3, that incorporating
traffic data and signal timings to estimate vehicle’s mobility and
location helps in maximizing the resource utilization of the entire
VEC system with more vehicles able to offload their desired tasks
on the VEC network.

3

MOTIVATION AND CHALLENGES

As discussed in the previous section, the main base station (MBS) is
a central entity to coordinate and schedule tasks on to the RSUs such
that the delays involving data transmission to/from the RSUs as well
as the execution time are accounted for while ensuring that the tasks
meet their deadlines. The delays rely heavily on the MBS’ estimate
of the vehicles’ location and its mobility. Previous works such
as [3, 11, 13] do not consider dynamic traffic mobility especially in
3
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an urban environment where the demand for edge-based resources
is high. [7] considers urban mobility through road networks with
multiple intersections but does not incorporate traffic signal timing
data in providing predictable offloading strategy. In all, none of
these approaches guarantee real-time performance and are besteffort in either minimizing energy utilization, transmission costs,
or transmission delays.
Clearly, the total execution times for the tasks to be offloaded
depend heavily on the vehicle’s mobility. Further, multiple safetycritical applications with strong reliance on cooperative edge-based
processing, such as merging at blind turns, collision-free intersection management, etc. require hard deadline guarantees [1].
To motivate our work, let us consider a simple vehicular edge
environment as shown in Figures 3 and 4 in which two vehicles, 𝑣𝑎
and 𝑣𝑏 require the RSUs to execute certain tasks. Here, 𝑣𝑎 needs to
offload a time-critical task, 𝜏𝑎 with a deadline 𝑑𝑎 , and 𝑣𝑏 needs to
offload a data-intensive task, 𝜏𝑏 with a deadline 𝑑𝑏 . The execution
time of 𝜏𝑎 is shorter than that of 𝜏𝑏 . Additionally, there are two RSUs
in the vicinity namely, 𝑅𝑆𝑈𝑎 and 𝑅𝑆𝑈𝑏 , which have the resource
bandwidth of only performing one task at a time. Both 𝑣𝑎 and 𝑣𝑏 are
approaching a signalized intersection. As mentioned in Section 2,
both tasks can be uploaded to an RSU at once due to the MIMO
functionality.

CONCLUDING REMARKS

Through this work, we motivate the need for a real-time model for
urban VEC environment with task scheduling policy that,
• exploits the readily available traffic data through RSUs and sensors, as well as the traffic signal timings information through
connected infrastructure to predictably offload and schedule tasks
on the edge servers,
• provides timeliness and performance guarantees by limiting the
deadline misses and maximizing resource utilization, and
• relies on a deadline-aware task model specifically to replicate
realistic workloads.

5

FUTURE WORK

We will formulate the proposed task model for realistic workloads
that resemble deep-learning based tasks with timeliness and QoS
requirements. Using a traffic simulator such as VISSIM, we will
emulate large-scale traffic with connected vehicles on an urban
roadmap with multiple intersections and traffic lights. This experimental setup will be used to deploy and evaluate our proposed task
model and VEC offloading scheme.
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Task execution with state-of-the-art offloading scheme: Now, as shown
in Figure 3, a task offloading scheme such as [7], which only considers a simplistic car-following model for vehicle mobility and neither
utilizes exact traffic information, nor is it deadline-aware and hence
offloads tasks 𝜏𝑎 and 𝜏𝑏 on 𝑅𝑆𝑈𝑎 . Task 𝜏𝑏 starts execution while
𝜏𝑎 joins the ready queue. The state-of-the-art approaches assume
a FIFO scheduling of the tasks. Since 𝜏𝑏 is a data-intensive task,
it takes longer time to execute, leading to a missed deadline for
a safety-critical task, 𝜏𝑎 . Such missed deadlines could hamper the
driving and safety performance of the vehicles. Further, 𝑣𝑏 moves
out of the coverage area of 𝑅𝑆𝑈𝑎 and stops at the red light within
the coverage area of 𝑅𝑆𝑈𝑏 leading to a longer total execution time
of 𝜏𝑏 since the task results need to be transmitted to 𝑅𝑆𝑈𝑏 from
𝑅𝑆𝑈𝑎 and then to 𝑣𝑏 .
Task execution with proposed offloading scheme: Now, consider a
deadline-aware, traffic infrastructure-aware task scheduling scheme
as in Figure 4. The task offloading policy knows that the upcoming traffic light is expected to stay red for 30 seconds, and vehicle
𝑣𝑏 is going to stop for a prolonged period due to the red light.
The policy therefore offloads only task 𝜏𝑎 onto 𝑅𝑆𝑈𝑎 and due to
its shorter execution time, it finishes execution and results transmission back to 𝑣𝑎 while it is in the coverage area of 𝑅𝑆𝑈𝑎 and
thereby meeting its deadline. Additionally, even though 𝜏𝑏 is a
computationally-intensive task, it successfully completes offloading to 𝑅𝑆𝑈𝑏 , execution at 𝑅𝑆𝑈𝑏 and transmission of results from
𝑅𝑆𝑈𝑏 , all while it is waiting at the traffic light.
Thus, a criticality-aware VEC task model with a traffic infrastructure and deadline-aware task offloading policy does not only
maximizes the resource utilization of the RSUs but also reduces
the transmission delays between the RSUs, while ensuring that all
tasks meet their deadlines.
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